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Most NLP Tasks. E.g. e Transformer Networks

e Sequence Tasks —
o Language Modeling
o Machine Translation
o Speech Recognition
o Named Entity

e Document Classification

o Transformers
o BERT



Evolution of Sequence Modeling
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Multi-level bidirectional RNN (LSTM or GRU)
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Multi-level bidirectional RNN (LSTM or GRU)

Bidirectional: Each node has
a forward -> and backward <-

h hidden state: Can represent
as a concatenation of both.
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Multi-level bidirectional RNN (LSTM or GRU)

Average of top layer is an embedding (average of concatinated vectors)
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Multi-level bidirectional RNN (LSTM or GRU)

Sometimes just use left-most and right-most hidden state instead
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Sentiment Analysis:
Example Application of Single Representation of document

feature vector

Document Encoding

NN -

I feel terrible about what happened to Stark but the movie was excellent !



Sentiment Analysis:
Example Application of Single Representation of document

classifier or like/dislike (classifier)
re > or
gressor .
+ rating on scale (regressor)

Document Encoding
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I feel terrible about what happened to Stark but the movie was excellent !



Sentiment Analysis:
Example Application of Single Representation of document

classifier or like/dislike (classifier)
re —1 > or
gressor _
rating on scale (regressor)
feature vector i'

Document Encodin
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I feel ter'rz'ble a\bom‘ bbat happened to Stark but the movie was excellent !




Encoder

A representation of input.

Document classification only
needs an encoder. Goes from
input into a single
representation.
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Encoder

A representation of input.

Document classification only
needs an encoder. Goes from
input into a single
representation.

What about tasks where the
output is another sequence?
e translation
e speech to text
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Encoder-Decoder (seq to seq models)

Representing input and converting
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Encoder-Decoder
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Encoder-Decoder (Simpler Representation)
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Encoder-Decoder (Simpler Representation)

essentially a language model conditioned on
the final state from the encoder.



Encoder-Decoder (Simpler Representation)
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essentially a language model conditioned on
the final state from the encoder.



Encoder-Decoder (Simpler Representation)

Language 2: (e.g. English)
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Language 1: (e.g. Chinese)



Encoder-Decoder

Challenge: The ball was kicked by kayla.

e Long distance dependency when translating:
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Encoder-Decoder

Challenge: The ball was kicked by kayla.

e Long distance dependency when translating:
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A lot of responsibility put fixed-size hidden
state passed from encoder to decoder

Kayla kicked the b
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A lot of responsibility put fixed-size hidden
state passed from encoder to decoder
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Attention

Analogy: random access memory
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Ch; = 5 Oh;—s,5n

I: current token of output

N: tokens of input
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Attention

?/)muu(hzt, 3) = STth'.

ap,—s = softmax(v(h;, s))
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Attention

Score function:

?/)muu(hzt, 3) = STth'.

ap,—s = softmax(v(h;, s))
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Attention

Alternative Scoring Functions
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Attention

If variables are
standardized,
matrix multiply

produces a
similarity score.

Alternative Scoring Funcg
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Attention

Score function:
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Attention
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A useful abstraction is to make the
vector attended to (the “value
vector”, Z) separate than the “key
vector” (s).

Score function:

wmult(hi) 8) — STth'.

ap,—s = softmax(v(h;, s))



Attention

Score function:

wmult(hi) 8) — STth'.

ap,—s = softmax(v(h;, s))

A useful abstraction is to make the ||
vector attended to (the “value o — 2 : o .
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vector” (s).



Attention

(Eisenstein, 2018)

Attention as weighting a value
based on a query and key:
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Machine Translation

As an optimization problem (Eisenstein, 2018):

w'Y = argmax ¥(w®), w®)
w(t)



Machine Translation
Why?

$40billion/year industry

A center piece of many genres of science fiction
A fairly “universal” problem:

DIGESTIVE NERVE CHORD
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o Language understanding =~ S-—— Y/
o Language generation
Societal benefits of inter-

cultural communication

EXTENDABLE
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GILL RAKERS

HEART

/
CONSCIOUS SENSORS
FREQUENCY SENSORS

THE BABEL FISH IS SMALL, YELLOW, LEECHLIKE,

AND PROBABLY THE ODDEST THING IN THE UNIVERSE
IT FEEDS ON BRAIN WAVE ENERGY, ABSORBING A



Machine Translation

Why?

e $40billion/year industry

e A center piece of many genres of science fiction

e Afairly "universal” problem: BABEL FISH
o Language understanding
o Language generation

e Societal benefits of inter- 8P N\
cultural communication T e el

AND PROBABLY THE ODDEST THING IN THE UNIVERSE.

IT FEEDS ON BRAIN WAVE ENERGY, ABSORBING A.

ENERGY ABSORPTION FILTE

(Douglas Adams)



Machine Translation

Why Neural Network Approach works? (Manning, 2018)

Joint end-to-end training: learning all parameters at once.
Exploiting distributed representations (embeddings)
Exploiting variable-length context

High quality generation from deep decoders - stronger

language models (even when wrong, make sense)



Attention as weighting a value
based on a query and key:
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Attention

Je suis étudiant </s>
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Attention

Is| Je suis étudiant </s>
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Attention
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Attention
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Do we even need all these
RNNs?

(Vaswani et al., 2017: Attention is all you need)
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Attention

|%| Output
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A useful abstraction is to make the '/ ']
vector attended to (the “value
vector”, Z) separate than the “key
vector” (s).

(Eisenstein, 2018)



The Transformer: “Attention-only” models

Attention as weighting a value
based on a query and key:
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The Transformer: “Attention-only” models

Output
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The Transformer: “Attention-only” models




The Transformer: “Attention-only” models
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The Transformer: “Attention-only” models
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The Transformer: “Attention-only” models

»y i-1 »y Z »y i+1 »y i+2
Output
o
Attend to all hidden states
, in your “neighborhood”.




The Transformer: “Attention-only” models
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The Transformer: “Attention-only” models
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The Transformer: “Attention-only” models
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The Transformer: “Attention-only” models

Why?

e Don’t need complexity of LSTM/GRU cells

e Constant num edges between words (or input steps)

e Enables “interactions” (i.e. adaptations) between words

e Easy to parallelize -- don’t need sequential processing.



The Transformer

Limitation (thus far): Can’t capture multiple types of dependencies between words.

| kicked the ball

Who Did what? To whom?

. .

| kicked the ball



The Transformer

Solution: Multi-head attention

| kicked the ball

L o
@ OO0 @ OO0

Who To whom?

Did what?

| kicked the ball



Multi-head Attention

----------------------------------

: Scaled Dot-Product
Attention
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Transformer for
Encoder-Decoder

Stage 1 Positional
Encoding

__________________________




Transformer for
Encoder-Decoder

Stage 1 Positiona
Encoding
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residuals enable
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information to be
passed along

With residuals




Transformer for
Encoder-Decoder

Stage 1 Positiona
Encoding

___________
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Transformer for

Encoder-Decoder

--------------------
--------------------

essentially, a language

model

Stage 1 Positiona
Encoding

________________

Stage 3 |

Positional

Encoding

s

Qutputs
(shifted right)



Transformer for
Encoder-Decoder
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Add conditioning of the LM
based on the encoder

essentially, a language
model
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Inputs Qutputs
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Transformer for
Encoder-Decoder

Stage 1 Positiona
Encoding

Qutput
Probabilities
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Transformer (as of 2017)

‘“WMT-2014" Data Set. BLEU scores:

EN-DE EN-FR
CI\\V/ I N(elgle) 24.6 39.9
ConvSeg2Seq 25.2 40.5
Transformer® 28.4 41.8




Qutput
Probabilities

Transformer

e Utilize Self-Attention

e Simple att scoring function (dot product, scaled)
e Added linear layers forQ,K,andV = e

e Multi-head attention

e Added positional encoding i ===

e Added residual connection

e Simulate decoding by masking

Positiona H Positional
Encoding Encoding

Inputs Qutputs
(shifted right)



Transformer

Why?
e Don’'t need complexity of LSTM/GRU cells

e Constant num edges between words (or input

steps)

e Enables “interactions” (i.e. adaptations)
between words

e Easy to parallelize -- don’t need sequential
processing.

Drawbacks:
e Only unidirectional by default
e Only a “single-hop” relationship per layer
(multiple layers to capture multiple)

Positiona
Encoding

Qutput
Probabilities

Positional
Encoding

Inputs Qutputs
(shifted right)



BERT

Bidirectional Encoder Representations from Transformers

Produces contextualized embeddings
(or pre-trained contextualized encoder)

e Bidirectional context by “masking” in the middle
e Alot of layers, hidden states, attention heads.

Drawbacks of Vanilla Transformers:
e Only unidirectional by default
e Only a “single-hop” relationship per layer
(multiple layers to capture multiple)



BERT

Bidirectional Encoder Representations from Transformers

Produces contextualized embeddings
(or pre-trained contextualized encoder)

e Bidirectional context by “masking” in the middle
e Alot of layers, hidden states, attention heads.

She saw the man on the bill with the telescope. Mask 1 in 7 words:
e Too few: expensive, less robust

She [mask] the man on the bill [mask] the telescope. ~ ® Too many: not enough context



BERT

Bidirectional Encoder Representations from Transformers

Produces contextualized embeddings
(or pre-trained contextualized encoder)

e Bidirectional context by “masking” in the middle
e Alot of layers, hidden states, attention heads.

e BERT-Base, Cased:

12-layer, 768-hidden, 12-heads , 110M parameters
e BERT-lLarge, Cased:

24-layer, 1024-hidden, 16-heads, 340M parameters

e BERT-Base, Multilingual Cased:
104 languages, 12-layer, 768-hidden, 12-heads, 110M parameters




OpenAl GPT

BERT

BERT (Qurs) Differences from previous state of the art:

e Bidirectional transformer (through masking)
e Directions jointly trained at once.

(Devlin et al., 2019)



OpenAl GPT

BERT

BERT (Qurs) Differences from previous state of the art:
e Bidirectional transformer (through masking)
e Directions jointly trained at once.
e Capture sentence-level relations

(Devlin et al., 2019)



BERT

Sentence A = The man went to the store. Sentence A = The man went to the store.
Sentence B = He bought a gallon of milk. Sentence B = Penguins are flightless.
Label = IsNextSentence Labsl = NotNextSentence

BERT (Ours)

Differences from previous state of the art:

e Bidirectional transformer (through masking)
e Directions jointly trained at once.
e Capture sentence-level relations

(Devlin et al., 2019)



BERT

Sentence A = The man went to the store.
Sentence B = He bought a gallon of milk.
Label = IsNextSentence

Input

tokenize into “word pieces”

Sentence A = The man went
Sentence B = Penguins are

Label = NotNextSentence

[MASK]
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Token
Embeddings
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Embedding
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(Devlin et al., 2019)




BERT Performance: e.g. Question Answering

GLUE scores evolution over 2018-2019

B Single generic models == == 2018 Task-specific-SOTA == Human performance
90 f
85
80
75
70

BILSTM+ELMo GPT BERT BERT Big BigBird

https://rajpurkar.qithub.io/SQuAD-explorer/




Bert: Attention by Layers

https://colab.research.gooale.com/drive/1viOJ11hdujVifH857hvYKIdKPTD9Kid8

Layer: 2 § Attention: All
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[SEP]
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(Vig, 2019)



BERT: Pre-training; Fine-tuning
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BERT: Pre-training; Fine-tuning

Transformer encoder

12 or 24 layers

w1 w2 W3 [MASK] W5
[ | | [ |
W1 W2 W3 W4 Ws




BERT: Pre-training; Fine-tuning

Embeddin Novel classifier

to vocab

Softmax (e.g. sentiment classifier; stance detector...etc..)

[ )
Transformer encoder
12 or 24 layers
2 _J
Embedding T T T T T
[ W1 W2 ] W3 [MASK] ] Ws

W1 W2 W3 W4 Ws



BERT: Pre-training; Fine-tuning

[CLS] vector at start Vel leaslier

is supposed to (e.g. sentiment classifier; stance detector...etc..)
capture meaning of

whole sequence.




BERT: Pre-training; Fine-tuning

Novel classifier
(e.g. sentiment classifier; stance detector...etc..)

[CLS] vector at start
IS supposed to
capture meaning of
whole sequence.

Average of top
layer (or second to
top) also often
used.




